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 1 Statistics and mathematics are the language of scientiic 
medicine.

 2 Good research planning includes a clear biologic hypothesis, 
the speciication of outcome variables, the choice of anticipated 
statistical methods, and sample size planning.

 3 To minimize the risk of bias in clinical research of interventions, 
the crucial elements of good research design include 
concurrent control groups; random allocation of subjects to 
treatment groups; concealment of random allocation; blinding 
of treatment assignment to patients, caregivers, and outcome 
assessors; and full reporting of outcomes for all study patients.

 4 Visual presentation of data by graphs, descriptive statistics 
(e.g., mean, standard deviation), and inferential statistics (e.g., 
t test, conidence interval) are all essential methods for the 
presentation of research results.

 5 Bayesian statistical methods report research results as a function 
of both observed data and historical (prior) knowledge; the 
more common Frequentist statistical methods report research 
results only as a function of observed data.

 6 Multivariable logistic regression and propensity score matching 
are statistical techniques for identifying associations between 
risk factors and outcomes in nonrandomized studies.

 7 Systematic review and meta-analysis summarize the results of 
individual studies and permit more powerful inferences for the 
comparison of interventions.

 8 Resources and guidance for experimental design and statistical 
methods include policy statements, textbooks, journal articles, 
and public domain software.

Mult imedia
 1 Graphing Data
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INTRODUCTION

Medical journal reports are replete with numbers including 
weights, lengths, pressures, volumes, lows, concentrations, counts, 
temperatures, rates, currents, energies, forces, and so forth. The 
analysis and interpretation of these numbers require the use of 
statistical techniques. The design of the experiment to acquire 
these numbers is also part of statistical competence. The methods 
of probability and statistics have been formulated to solve con-
crete problems, such as betting on cards, understanding biologic 
inheritance, and improving food processing. Studies in anesthesia 
have even inspired new statistics. The development of statistical 
techniques is manifest in the increasing use of more sophisticated 
research designs and statistical tests in anesthesia research.

If a physician is to be a practitioner of scientiic medicine, he 
or she must read the language of science to be able to indepen-
dently assess and interpret the scientiic report. Without excep-
tion, the language of the medical report is increasingly statistical. 
Readers of the anesthesia literature, whether in a community hos-
pital or a university environment, cannot and should not totally 
depend on the editors of journals to banish all errors of statistical 
analysis and interpretation. In addition, there are regularly ques-
tions about simple statistics in examinations required for anes-
thesiologists. Finally, certain statistical methods have everyday 
applications in clinical medicine. This chapter briely scans some 
elements of experimental design and statistical analysis.

DESIGN OF RESEARCH STUDIES

The scientiic investigator should view himself or herself as an 
experimenter and not merely as a naturalist. The naturalist goes 
out into the ield ready to capture and report the numbers that lit 
into view; this is a worthy activity, typiied by the case report. Case 
reports engender interest, suspicion, doubt, wonder, and perhaps 
the desire to experiment; however, the case report is not sufi-
cient evidence to advance scientiic medicine. The experimenter 
attempts to constrain and control, as much as possible, the envi-
ronment in which he or she collects numbers to test a hypothesis. 
The elements of experimental design are intended to prevent and 
minimize the possibility of bias, that is, a deviation of results or 
inferences from the truth.

Sampling

Two words of great importance to statisticians are population 
and sample. In statistical language, each has a specialized mean-
ing. Instead of referring only to the count of individuals in a geo-
graphic or political region, population refers to any target group 
of things (animate or inanimate) in which there is interest. For 
anesthesia researchers, a typical target population might be moth-
ers in the irst stage of labor or head-trauma victims undergoing 
craniotomy. A target population could also be cell cultures, iso-
lated organ preparations, or hospital bills. A sample is a subset of 
the target population. Samples are taken because of the impossi-
bility of observing the entire population; it is generally not afford-
able, convenient, or practical to examine more than a relatively 
small fraction of the population. Nevertheless, the researcher 
wishes to generalize from the results of the small sample group to 
the entire population.

Although the subjects of a population are alike in at least one 
way, these population members are generally quite diverse in 
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other ways. Because the researcher can work only with a subset 
of the population, he or she hopes that the sample of subjects in 
the experiment is representative of the population’s diversity. 
Head-injury patients can have open or closed wounds, a variety 
of coexisting diseases, and normal or increased intracranial pres-
sure. These subgroups within a population are called strata. Often 
the researcher wishes to increase the sameness or homogeneity of 
the target population by further restricting it to just a few strata; 
perhaps only closed and not open head injuries will be included. 
Restricting the target population to eliminate too much diversity 
must be balanced against the desire to have the results be appli-
cable to the broadest possible population of patients.

The best hope for a representative sample of the population 
would be realized if every subject in the population had the same 
chance of being in the experiment; this is called random sampling. 
If there were several strata of importance, random sampling 
from each stratum would be appropriate. Unfortunately, in most 
clinical anesthesia studies researchers are limited to using those 
patients who happen to show up at their hospitals; this is called 
convenience sampling. Convenience sampling is also subject to 
the nuances of the surgical schedule, the goodwill of the refer-
ring physician and attending surgeon, and the willingness of the 
patient to cooperate. At best, the convenience sample is represen-
tative of patients at that institution, with no assurance that these 
patients are similar to those elsewhere. Convenience sampling is 
also the rule in studying new anesthetic drugs; such studies are 
typically performed on healthy, young volunteers.

Experimental Constraints

The researcher must deine the conditions to which the sample 
members will be exposed. Particularly in clinical research, one 
must decide whether these conditions should be rigidly stan-
dardized or whether the experimental circumstances should 
be adjusted or individualized to the patient. In anesthetic drug 
research, should a ixed dose be given to all members of the 
sample or should the dose be adjusted to produce an effect or to 
achieve a speciic end point? Standardizing the treatment groups 
by ixed doses simpliies the research work. There are risks to this 
standardization, however (1) a ixed dose may produce excessive 
numbers of side effects in some patients; (2) a ixed dose may be 
therapeutically insuficient in others; and (3) a treatment stan-
dardized for an experimental protocol may be so artiicial that 
it has no broad clinical relevance, even if demonstrated to be 
superior. The researcher should carefully choose and report the 
adjustment/individualization of experimental treatments.

Control Groups

Even if a researcher is studying just one experimental group, the 
results of the experiment are usually not interpreted solely in 
terms of that one group but are also contrasted and compared 
with other experimental groups. Examining the effects of a new 
drug on blood pressure during anesthetic induction is impor-
tant, but what is more important is comparing those results with 
the effects of one or more standard drugs commonly used in the 
same situation. Where can the researcher obtain these compara-
tive data? There are several possibilities: (1) each patient could 
receive the standard drug under identical experimental circum-
stances at another time, (2) another group of patients receiving 
the standard drug could be studied simultaneously, (3) a group 
of patients could have been studied previously with the standard 
drug under similar circumstances, and (4) literature reports of 

3
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the effects of the drug under related but not necessarily identical 
circumstances could be used. Under the irst two possibilities, the 
control group is contemporaneous—either a self-control (cross-
over) or parallel control group. The second two possibilities are 
examples of the use of historical controls.

Since historical controls already exist, they are convenient and 
seemingly cheap to use. Unfortunately, the history of medicine is 
littered with the “debris” of therapies enthusiastically accepted on 
the basis of comparison with past experience. A classic example is 
operative ligation of the internal mammary artery for the treat-
ment of angina pectoris—a procedure now known to be of no 
value. Proposed as a method to improve coronary artery blood 
low, the lack of beneit was demonstrated in a trial where some 
patients had the procedure and some had a sham procedure; both 
groups showed beneit.1 There is now irm empirical evidence 
that studies using historical controls usually show a favorable out-
come for a new therapy, whereas studies with concurrent controls, 
that is, parallel control group or self-control, less often reveal a  
beneit.2 Nothing seems to increase the enthusiasm for a new 
treatment as much as the omission of a concurrent control group. 
If the outcome with an old treatment is not studied simultaneously 
with the outcome of a new treatment, one cannot know if any dif-
ferences in results are a consequence of the two treatments, or of 
unsuspected and unknowable differences between the patients, or 
of other changes over time in the general medical environment. 
One possible exception would be in studying a disease that is uni-
formly fatal (100% mortality) over a very short time.

Random Allocation of Treatment Groups

Having accepted the necessity of an experiment with a control 
group, the question arises as to the method by which each subject 
should be assigned to the predetermined experimental groups. 
Should it depend on the whim of the investigator, the day of 
the week, the preference of a referring physician, the wish of the 
patient, the assignment of the previous subject, the availability of 
a study drug, a hospital chart number, or some other arbitrary cri-
terion? All such methods have been used and are still used, but all 
can ruin the purity and usefulness of the experiment. It is impor-
tant to remember the purpose of sampling: By exposing a small 
number of subjects from the target population to the various 
experimental conditions, one hopes to make conclusions about 
the entire population. Thus, the experimental groups should be as 
similar as possible to each other in relecting the target population; 
if the groups are different, selection bias is introduced into the 
experiment. Although randomly allocating subjects of a sample 
to one or another of the experimental groups requires additional 
work, this principle prevents selection bias by the researcher, min-
imizes (but cannot always prevent) the possibility that important 
differences exist among the experimental groups, and disarms the 
critics’ complaints about research methods. Random allocation is 
most commonly accomplished by the use of computer-generated 
random numbers. Even with a random allocation process, selec-
tion bias can occur if research personnel are allowed knowledge 
of the group assignment of the next patient to be recruited for a 
study. Failure to conceal random allocation leads to biases in the 
results of clinical studies.3,4

Blinding

Blinding refers to the masking from the view of patient and exper-
imenters the experimental group to which the subject has been or 
will be assigned. In clinical trials, the necessity for blinding starts 

even before a patient is enrolled in the research study; this is called 
the concealment of random allocation. There is good evidence that, 
if the process of random allocation is accessible to view, the refer-
ring physicians, the research team members, or both are tempted 
to manipulate the entrance of speciic patients into the study  
to inluence their assignment to a speciic treatment group5; they 
do so having formed a personal opinion about the relative merits 
of the treatment groups and desiring to get the “best” for some-
one they favor. This creates bias in the experimental groups.

Each subject should remain, if possible, ignorant of the assigned 
treatment group after entrance into the research protocol. The 
patient’s expectation of improvement, a placebo effect, is a real 
and useful part of clinical care. But when studying a new treat-
ment, one must ensure that the fame or infamy of the treatments 
does not induce a bias in outcome by changing patient expecta-
tions. A researcher’s knowledge of the treatment assignment can 
bias his or her ability to administer the research protocol and to 
observe and record data faithfully; this is true for clinical, animal, 
and in vitro research. If the treatment group is known, those who 
observe data cannot trust themselves to record the data impartially 
and dispassionately. The appellations single-blind and double-blind 
to describe blinding are commonly used in research reports, but 
often applied inconsistently; the researcher should carefully plan 
and report exactly who is blinded.

Types of Research Design

Ultimately, research design consists of choosing what subjects to 
study, what experimental conditions and constraints to enforce, 
and which observations to collect at what intervals. A few key 
features in this research design largely determine the strength of 
scientiic inference on the collected data. These key features allow 
the classiication of research reports (Table 9-1). This classiica-
tion reveals the variety of experimental approaches and indicates 
strengths and weaknesses of the same design applied to many 
research problems.

The irst distinction is between longitudinal and cross-sectional 
studies. The former is the study of changes over time, whereas 
the latter describes a phenomenon at a certain point in time. For 
example, reporting the frequency with which certain drugs are 
used during anesthesia is a cross-sectional study, whereas inves-
tigating the hemodynamic effects of different drugs during anes-
thesia is a longitudinal one.

Longitudinal studies are next classiied by the method with 
which the research subjects are selected. These methods for choos-
ing research subjects can be either prospective or retrospective; 
these two approaches are also known as cohort (prospective) or 

TABLE 9-1.  ClassifiCation of CliniCal 

ReseaRCh RepoRts

 I. Longitudinal studies
A. Prospective (cohort) studies

1. Studies of deliberate intervention
a. Concurrent controls
b. Historical controls

2. Observational studies
B. Retrospective (case-control) studies

II. Cross-sectional studies
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case-control (retrospective). A prospective study assembles groups 
of subjects by some input characteristic that is thought to change 
an output characteristic; a typical input characteristic would be the 
opioid drug administered during anesthesia; for example, remi-
fentanil or fentanyl. A retrospective study gathers subjects by an 
output characteristic; an output characteristic is the status of the 
subject after an event; for example, the occurrence of a myocardial 
infarction. A prospective (cohort) study would be one in which a 
group of patients undergoing neurologic surgery was divided in 
two groups, given two different opioids (remifentanil or fentanyl), 
and followed for the development of a perioperative myocardial 
infarction. In a retrospective (case-control) study, patients who 
suffered a perioperative myocardial infarction would be identiied 
from hospital records; a group of subjects of similar age, gender, 
and disease who did not suffer a perioperative myocardial infarction 
would also be chosen, and the two groups would then be compared 
for the relative use of the two opioids (remifentanil or fentanyl). 
Retrospective studies are a primary tool of epidemiology. A case-
control study can often identify an association between an input 
and an output characteristic, but the causal link or relationship 
between the two is more dificult to specify.

Prospective studies are further divided into those in which 
the investigator performs a deliberate intervention and those in 
which the investigator merely observes. In a study of deliberate 
intervention, the investigator would choose several anesthetic 
maintenance techniques and compare the incidence of postop-
erative nausea and vomiting. If it were performed as an observa-
tional study, the investigator would observe a group of patients 
receiving anesthetics chosen at the discretion of each patient’s 
anesthesiologist and compare the incidence of postoperative 
nausea and vomiting (PONV) among the anesthetics used. Obvi-
ously, in this example of an observational study, there has been an 
intervention; an anesthetic has been given. The crucial distinction 
is whether the investigator controlled the intervention. An obser-
vational study may reveal differences among treatment groups, 
but whether such differences are the consequence of the treat-
ments or of other differences among the patients receiving the 
treatments will remain obscure.

Studies of deliberate intervention are further subdivided into 
those with concurrent controls and those with historical controls. 
Concurrent controls are either a simultaneous parallel control 
group or a self-control study; historical controls include previous 
studies and literature reports. A randomized controlled trial (RCT) 
is thus a longitudinal, prospective study of deliberate intervention 
with concurrent controls.

Although most of this discussion about experimental design 
has focused on human experimentation, the same principles 
apply and should be followed in animal experimentation. The 
randomized, controlled clinical trial is the most potent scientiic 
tool for evaluating medical treatment; randomization into treat-
ment groups is relied on to equally weight the subjects of the 
treatment groups for baseline attributes that might predispose or 
protect the subjects from the outcome of interest.

DATA AND DESCRIPTIVE STATISTICS

Statistics is a method for working with sets of numbers, a set being 
a group of objects. Statistics involves the description of number 
sets, comparison of number sets with theoretical models, compar-
ison between number sets, and comparison of recently acquired 
number sets with those from the past. A typical scientiic hypoth-
esis asks which of two methods (treatments), X and Y, is better. 
A statistical hypothesis is formulated concerning the sets of num-

bers collected under the conditions of treatments X and Y. Statis-
tics provides methods for deciding if the set of values associated 
with X are different from the values associated with Y. Statistical 
methods are necessary because there are sources of variation in 
any data set, including random biologic variation and measure-
ment error. These errors in the data cause dificulties in avoiding 
bias and in being precise. Bias keeps the true value from being 
known and fosters incorrect decisions; precision deals with the 
problem of the data scatter and with quantifying the uncertainty 
about the value in the population from which a sample is drawn. 
These statistical methods are relatively independent of the par-
ticular ield of study. Regardless of whether the numbers in sets X 
and Y are systolic pressures, body weights, or serum chlorides, the 
approach for comparing sets X and Y is usually the same.

Data Structure

Data collected in an experiment include the deining characteris-
tics of the experiment and the values of events or attributes that 
vary over time or conditions. The former are called explanatory 
variables and the latter are called response variables. The researcher 
records his or her observations on data sheets or case record 
forms, which may be one to many pages in length, and assembles 
them together for statistical analysis. Variables such as gender, 
age, and doses of accompanying drugs relect the variability of the 
experimental subjects. Explanatory variables, it is hoped, explain 
the systematic variations in the response variables. In a sense, the 
response variables depend on the explanatory variables.

Response variables are also called dependent variables. Response 
variables relect the primary properties of experimental interest in 
the subjects. Research in anesthesiology is particularly likely to have 
repeated measurement variables; that is, a particular measurement 
recorded more than once for each individual. Some variables can 
be both explanatory and response; these are called intermediate 
response variables. Suppose an experiment is conducted compar-
ing electrocardiography and myocardial responses between ive 
doses of an opioid. One might analyze how ST segments depended 
on the dose of opioids; here, maximum ST segment depression is 
a response variable. Maximum ST segment depression might also 
be used as an explanatory variable to address the subtler question 
of the extent to which the effect of an opioid dose on postopera-
tive myocardial infarction can be accounted for by ST segment 
changes.

The mathematical characteristics of the possible values of a 
variable it into ive classiications (Table 9-2). Properly assign-
ing a variable to the correct data type is essential for choosing the 
correct statistical technique. For interval variables, there is equal 
distance between successive intervals; the difference between 15 
and 10 is the same as the difference between 25 and 20. Discrete 
interval data can have only integer values; for example, number of 
living children. Continuous interval data are measured on a con-
tinuum and can be a decimal fraction; for example, blood pres-
sure can be described as accurately as desired (e.g., 136, 136.1, 
or 136.14 mm Hg). The same statistical techniques are used for 
discrete and continuous data.

Putting observations into two or more discrete categories 
derives categorical variables; for statistical analysis, numeric values 
are assigned as labels to the categories. Dichotomous data allow 
only two possible values; for example, male versus female. Ordinal 
data have three or more categories that can logically be ranked or 
ordered; however, the ranking or ordering of the variable indi-
cates only relative and not absolute differences between values; 
there is not necessarily the same difference between American 
Society of Anesthesiologists Physical Status score I and II as there 
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is between III and IV. Although ordinal data are often treated as 
interval data in choosing a statistical technique, such analysis may 
be suspect; alternative techniques for ordinal data are available. 
Nominal variables are placed into categories that have no logical 
ordering. The eye colors blue, hazel, and brown might be assigned 
the numbers 1, 2, and 3, but it is nonsense to say that blue < hazel 
< brown.

Descriptive Statistics

A typical hypothetical data set could be a sample of ages (the 
response or dependent variable) of 12 residents in an anesthe-
sia training program (the population). Although the results of a 
particular experiment might be presented by repeatedly showing 
the entire set of numbers, there are concise ways of summariz-
ing the information content of the data set into a few numbers. 
These numbers are called sample or summary statistics; sum-
mary statistics are calculated using the numbers of the sample. 
By convention, the symbols of summary statistics are roman 
letters. The two summary statistics most frequently used for 
interval variables are the central location and the variability, but 
there are other summary statistics. Other data types have analo-
gous summary statistics. Although the irst purpose of descrip-
tive statistics is to describe the sample of numbers obtained, 
there is also the desire to use the summary statistics from the 
sample to characterize the population from which the sample 
was obtained. For example, what can be said about the age of 
all anesthesia residents from the information in a sample? The 
population also has measures of central location and variabil-
ity called the parameters of the population; Greek letters denote 
population parameters. Usually, the population parameters 
cannot be directly calculated because data from all population 
members cannot be obtained. The beauty of properly chosen 
summary statistics is that they are the best possible estimators of 
the population parameters.

These sampling statistics can be used in conjunction with a 
probability density function to provide additional descriptions 
of the sample and its population. Also commonly described as a 
probability distribution, a probability density function is an alge-
braic equation, f(x), which gives a theoretical percentage distribu-

4

tion of x. Each value of x has a probability of occurrence given by 
f (x). The most important probability distribution is the normal or 

Gaussian function f x
x
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two parameters (population mean and population variance) in 
the equation of the normal function that are denoted µ and σ2. 
Often called the normal equation, it can be plotted and produces 
the familiar bell-shaped curve. Why are the mathematical prop-
erties of this curve so important to biostatistics? First, it has been 
empirically noted that when a biologic variable is sampled repeat-
edly, the pattern of the numbers plotted as a histogram resembles 
the normal curve; thus, most biologic data are said to follow or to 
obey a normal distribution. Second, if it is reasonable to assume 
that a sample is from a normal population, the mathematical 
properties of the normal equation can be used with the sampling 
statistic estimators of the population parameters to describe the 
sample and the population. Third, a mathematical theorem (the 
central limit theorem) allows the use of the assumption of nor-
mality for certain purposes, even if the population is not normally 
distributed.

Central Location

The three most common summary statistics of central location 
for interval variables are the arithmetic mean, the median, and the 
mode. The mean is merely the average of the numbers in the data 
set. Being a summary statistic of the sample, the arithmetic mean 

is denoted by the Roman letter x under a bar or x
n

xi
i

n
=

=∑1

1
, 

where i is the index of summation and n is the count of objects 
in the sample. If all values in the population could be obtained, 
then the population mean µ could be calculated similarly. Since 
all values of the population cannot be obtained, the sample mean 
is used. (Statisticians describe the sample mean as the unbiased, 
consistent, minimum variance, suficient estimator of the popu-
lation mean. Estimators are denoted by a hat over a greek letter; 
for example, ˆ .µ  Thus, the sample mean x  is the estimator µ̂  of 
the population mean µ.)

The median is the middlemost number or the number that 
divides the sample into two equal parts—irst, ranking the sample 
values from lowest to highest and then counting up halfway to 
obtain the median. The concept of ranking is used in nonpara-
metric statistics. A virtue of the median is that it is hardly affected 
by a few extremely high or low values. The mode is the most pop-
ular number of a sample; that is, the number that occurs most 
frequently. A sample may have ties for the most common value 
and be bi- or polymodal; these modes may be widely separated 
or adjacent. The raw data should be inspected for this unusual 
appearance. The mode is always mentioned in discussions of 
descriptive statistics, but it is rarely used in statistical practice.

Spread or Variability

Any set of interval data has variability unless all the numbers are 
identical. The range of ages from lowest to highest expresses the 
largest difference. This spread, diversity, and variability can also 
be expressed in a concise manner. Variability is speciied by cal-
culating the deviation or deviate of each individual xi from the 
center (mean) of all the xi’s. The sum of the squared deviates is 
always positive unless all set values are identical. This sum is then 
divided by the number of individual measurements. The result is 

TABLE 9-2. data types

Data Type Definition Examples

interval

Discrete Data measured with 
an integer-only 
scale

Parity 
Number of teeth

Continuous Data measured with 
a constant scale 
interval

Blood pressure, 
temperature

Categorical

Dichotomous Binary data Mortality, gender

Nominal Qualitative data that 
cannot be ordered 
or ranked

Eye color, drug 
category

Ordinal Data ordered, ranked, 
or measured 
without a constant 
scale interval

ASA physical 
status score, 
pain score
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the averaged squared deviation; the average squared deviation is 
ubiquitous in statistics.

The concept of describing the spread of a set of numbers by 
calculating the average distance from each number to the center 
of the numbers applies to both a sample and a population; this 
average squared distance is called the variance. The population 
variance is a parameter and is represented by σ2. As with the pop-
ulation mean, the population variance is not usually known and 
cannot be calculated. Just as the sample mean is used in place of 
the population mean, the sample variance is used in place of the 
population variance. The sample variance is

 
VAR = SD

( )

( )

2 =
−

−
=∑ x x

n

ii

n 2

1

1
.

Statistical theory demonstrates that if the divisor in the for-
mula for SD2 is (n – 1) rather than n, the sample variance is an 
unbiased estimator of the population variance. While the variance 
is used extensively in statistical calculations, the units of variance 
are squared units of the original observations. The square root of 
the variance has the same units as the original observations; the 
square roots of the sample and population variances are called the 
sample (SD) and population (σ) standard deviations.

It was previously mentioned that most biologic observations 
appear to come from populations with normal distributions. By 
accepting this assumption of a normal distribution, further mean-
ing can be given to the sample summary statistics (mean and SD) 
that have been calculated. This involves the use of the expression 
x k± × SD,  where k = 1, 2, 3, and so forth. If the population from 
which the sample is taken is unimodal and roughly symmetric, 
then the bounds for 1, 2, and 3 encompasses roughly 68%, 95%, 
and 99% of the sample and population members.

HYPOTHESES AND PARAMETERS

Hypothesis Formulation

The researcher starts work with some intuitive feel for the phe-
nomenon to be studied. Whether stated explicitly or not, this is 
the biologic hypothesis; it is a statement of experimental expecta-
tions to be accomplished by the use of experimental tools, instru-
ments, or methods accessible to the research team. An example 
would be the hope that isolurane would produce less myocardial 
ischemia than fentanyl; the experimental method might be the 
electrocardiography determination of ST segment changes. The 
biologic hypothesis of the researcher becomes a statistical hypoth-
esis during research planning. The researcher measures quantities 
that can vary—variables such as heart rate or temperature or ST 
segment change—in samples from populations of interest. In a 
statistical hypothesis, statements are made about the relation-
ship among parameters of one or more populations. (To restate, 
a parameter is a number describing a variable of a population; 
Greek letters are used to denote parameters.) The typical statisti-
cal hypothesis can be established in a somewhat rote fashion for 
every research project, regardless of the methods, materials, or 
goals. The most frequently used method of setting up the alge-
braic formulation of the statistical hypothesis is to create two 
mutually exclusive statements about some parameters of the study 
population (Table 9-3); estimates for the values for these param-
eters are acquired by sampling data. In the hypothetical example 
comparing isolurane and fentanyl, φ1 and φ2 would represent 
the ST segment changes with isolurane and with fentanyl. The 
null hypothesis is the hypothesis of no difference of ST segment 

changes between isolurane and fentanyl. The alternative hypoth-
esis is usually nondirectional, that is, either φ1 < φ2 or φ1 > φ2; this 
is known as a two-tail alternative hypothesis. This is a more con-
servative alternative hypothesis than assuming that the inequality 
can only be either less than or greater than.

Logic of Proof

One particular decision strategy is used most commonly to choose 
between the null and the alternative hypothesis. The decision 
strategy is similar to a method of indirect proof used in math-
ematics called reductio ad absurdum (proof by contradiction). If 
a theorem cannot be proved directly, assume that it is not true; 
show that the falsity of this theorem will lead to contradictions 
and absurdities; thus, reject the original assumption of the false-
ness of the theorem. For statistics, the approach is to assume that 
the null hypothesis is true even though the goal of the experiment 
is to show that there is a difference. One examines the conse-
quences of this assumption by examining the actual sample values 
obtained for the variable(s) of interest. This is done by calculating 
what is called a sample test statistic; sample test statistics are cal-
culated from the sample numbers. Associated with a sample test 
statistic is a probability. One also chooses the level of signiicance; 
the level of signiicance is the probability level considered too low 
to warrant support of the null hypothesis being tested. If sample 
values are suficiently unlikely to have occurred by chance (i.e., 
the probability of the sample test statistic is less than the chosen 
level of signiicance), the null hypothesis is rejected; otherwise, 
the null hypothesis is not rejected.

Because the statistics deal with probabilities, not certainties, 
there is a chance that the decision concerning the null hypothesis is 
erroneous. These errors are best displayed in table form (Table 9-4); 
condition 1 and condition 2 could be different drugs, two doses of 
the same drug, or different patient groups. Of the four possible out-
comes, two decisions are clearly undesirable. The error of wrongly 
rejecting the null hypothesis (false positive) is called the type I or 
alpha error. The experimenter should choose a probability value 
for alpha before collecting data; the experimenter decides how cau-
tious to be against falsely claiming a difference. The most common 
choice for the value of alpha is 0.05. What are the consequences of 
choosing an alpha of 0.05? Assuming that there is, in fact, no differ-
ence between the two conditions and that the experiment is to be 
repeated 20 times, then during one of these experimental replica-
tions (5% of 20) a mistaken conclusion that there is a difference 
would be made. The probability of a type I error depends on the 
chosen level of signiicance and the existence or nonexistence of a 
difference between the two experimental conditions. The smaller 
the chosen alpha, the smaller will be the risk of a type I error.

The error of failing to reject a false null hypothesis (false nega-
tive) is called a type II or beta error. (The power of a test is 1 minus 
beta). The probability of a type II error depends on four factors. 

TABLE 9-3.  algebRaiC statement of 

statistiCal hypotheses

H0: φ1 = φ2 (null hypothesis)

Ha: φ1 ≠ φ2 (alternative hypothesis)

φ1 = Parameter estimated from sample of irst population

φ2 = Parameter estimated from sample of second population
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Unfortunately, the smaller the alpha, the greater the chance of a 
false-negative conclusion; this fact keeps the experimenter from 
automatically choosing a very small alpha. Second, the more vari-
ability there is in the populations being compared, the greater the 
chance of a type II error. This is analogous to listening to a noisy 
radio broadcast; the more static there is, the harder it will be to 
discriminate between words. Next, increasing the number of sub-
jects will lower the probability of a type II error. The fourth and 
most important factor is the magnitude of the difference between 
the two experimental conditions. The probability of a type II 
error goes from very high, when there is only a small difference, 
to extremely low, when the two conditions produce large differ-
ences in population parameters.

Inferential Statistics

The testing of hypotheses or signiicance testing has been the main 
focus of inferential statistics. Hypothesis testing allows the experi-
menter to use data from the sample to make inferences about the 
population. Statisticians have created formulas that use the values 
of the samples to calculate test statistics. Statisticians have also 
explored the properties of various theoretical probability distri-
butions. Depending on the assumptions about how data are col-
lected, the appropriate probability distribution is chosen as the 
source of critical values to accept or reject the null hypothesis. 
If the value of the test statistic calculated from the sample(s) is 
greater than the critical value, the null hypothesis is rejected. The 
critical value is chosen from the appropriate probability distribu-
tion after the magnitude of the type I error is speciied.

There are parameters within the equation that generate any 
particular probability distribution; for the normal probability 
distribution, the parameters are µ and σ2. For the normal dis-
tribution, each set of values for µ and σ2 will generate a different 
shape for the bell-like normal curve. All probability distributions 

contain one or more parameters and can be plotted as curves; 
these parameters may be discrete (integer only) or continuous. 
Each value or combination of values for these parameters will cre-
ate a different curve for the probability distribution being used. 
Thus, each probability distribution is actually a family of prob-
ability curves. Some additional parameters of theoretical prob-
ability distributions have been given the special name degrees of 
freedom and are represented by Latin letters such as m, n, and s.

Associated with the formula for computing a test statistic is a 
rule for assigning integer values to the one or more parameters 
called degrees of freedom. The number of degrees of freedom 
and the value for each degree of freedom depend on (1) the num-
ber of subjects, (2) the number of experimental groups, (3) the 
speciics of the statistical hypothesis, and (4) the type of statistical 
test. The correct curve of the probability distribution from which 
to obtain a critical value for comparison with the value of the 
test statistic is obtained with the values of one or more degrees 
of freedom.

To accept or reject the null hypothesis, the following steps are 
performed: (1) conirm that experimental data conform to the 
assumptions of the intended statistical test; (2) choose a signii-
cance level (alpha); (3) calculate the test statistic; (4) determine 
the degree(s) of freedom; (5) ind the critical value for the chosen 
alpha and the degree(s) of freedom from the appropriate proba-
bility distribution; (6) if the test statistic exceeds the critical value, 
reject the null hypothesis; (7) if the test statistic does not exceed 
the critical value, do not reject the null hypothesis. There are gen-
eral guidelines that relate the variable type and the experimental 
design to the choice of statistical test (Table 9-5).

Sample Size Calculations

Formerly, researchers typically ignored the latter error in exper-
imental design. The practical importance of worrying about  

aDo not reject the null hypothesis: condition 1 = condition 2.
bReject the null hypothesis: condition 1 ≠ condition 2.

TABLE 9-4.  eRRoRs in hypothesis testing: the tWo-Way tRUth table

Reality (Population Parameters)

Conditions 1 and 2 

Equivalent

Conditions 1 and 2 

Not Equivalent

Conclusion from sample 
(sample statistics)

Conditions 1 and 
2 equivalenta

Correct conclusion False-negative type II 
error (beta error)

Conditions 1 and 2 
not equivalentb

False-positive type I 
error (alpha error)

Correct conclusion

TABLE 9-5. When to Use What

Variable Type One-sample Tests Two-sample Tests Multiple-sample Tests

Dichotomous or nominal Binomial distribution Chi-square test, Fisher’s exact test Chi-square test

Ordinal Chi-square test Chi-square test, nonparametric 
tests

Chi-square test, nonparametric 
tests

Continuous or discrete z distribution or t distribution Unpaired t test, paired t test, 
nonparametric tests

Analysis of variance, nonparametric 
analysis of variance
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type II errors reached the consciousness of the medical research 
community several decades ago. Some controlled clinical trials 
that claimed to find no advantage of new therapies compared with 
standard therapies lacked sufficient statistical power to discrimi-
nate between the experimental groups and would have missed an 
important therapeutic improvement. As an example, the formula 
for calculating the size of each sample in a study comparing the 

means of two populations is n
z z

=
−

−









2

1 2

2
( )α β σ

µ µ
.  The z values 

are taken from the normal probability distribution and represent 
assumptions about the prespecified alpha and beta; the sigma (σ) 
is the assumed common SD; the mu’s (µ) are the assumed popu-
lation values. There are four options for decreasing type II error 
(increasing statistical power): (1) raise alpha, (2) reduce popu-
lation variability, (3) make the sample bigger, and (4) make the 
difference between the conditions greater. Under most circum-
stances, only the sample size can be varied. Sample size planning 
has become an important part of research design for controlled 
clinical trials. Some published research still fails the test of ade-
quate sample size planning.

The Bayesian Alternative

In 1965, the statistician and epidemiologist A. B. Hill suggested 
guidelines for assessing evidence of causation when presented 
with an observed association between the environment and dis-

ease; on his list of features, the second criteria was Consistency. 
“Has it been repeatedly observed by different persons, in different  
places, circumstances and times?”.6 Be it an RCT or an observa-
tional study report, the results and claims of medical research are 
not and should not be considered in isolation from prior knowl-
edge. Yet the most commonly used methods of statistical infer-
ence used in medical research (see supra) explicitly use only the 
newly obtained data. This is the Frequentist approach or infer-
ence, so called because the precise definition of probability values 
depends on assumptions about hypothetical repeated replication 
of data collection. The new information of a study is a function 
only of the data.

A competing approach is called Bayesian inference that explicitly 
reports the new information of a study as a function of both 
observed data and historical (prior) knowledge. Both Frequentist 
and Bayesian inferences make statements about parameters. But 
Bayesian methods involve the multiplication of the prior knowledge 
represented as a probability distribution of the parameter(s) times 
the likelihood of the observed data; the product is the new (poste-
rior) probability distribution of the parameters (Table 9-6).7,8 
Bayesian methods have been proposed to resolve the conun-
drum that some highly cited clinical research whose evidence is  
interpreted by a Frequentist p value is later contradicted or found 
to be excessively optimistic in the magnitude of effect.9–12 Among 
reasons for the slower adoption of Bayesian methods are concerns 
about the subjectivity in defining the prior probability distribution 
and the considerably greater computational difficulty in perform-
ing an analysis.

5

Adapted with permission from: BMJ Publishing Group Limited. Sterne JA, Davey Smith G. Sifting the evidence: What’s wrong with significance tests? BMJ. 2001;322:
226–231.

TAbLE 9-6. ComParison of frequentist and bayesian aPProaChes to statistiCal inferenCe

Let us assume that we want to evaluate whether a new drug improves 1-year survival after myocardial infarction by using data from a 
placebo-controlled trial. We do this by estimating the risk ratio—the risk of death in patients treated with the new drug divided by the 
risk of death in the control group. If the risk ratio is 0.5, then the new drug reduces the risk of death by 50%. If the risk ratio is 1, then 
the drug has no effect.

frequentist statistics bayesian statistics

We use the data to make inferences about the true (but 
unknown) population value of the risk ratio.

Bayesians take a subjective approach. We start with our prior opinion 
about the risk ratio, expressed as a probability distribution. We use 
the data to modify that opinion (we derive the posterior probability 
distribution for the risk ratio based on both the data and the prior 
distribution).

The 95% confidence interval gives us a plausible range of 
values for the population risk ratio; 95% of the times we 
derive such a range it will contain the true (but unknown) 
population value.

A 95% credible interval is one that has a 95% chance of containing the 
population risk ratio.

The P value is the probability of getting a risk ratio at least as 
far from the null value of 1 as the one found in our study.

The posterior distribution can be used to derive direct probability 
statements about the risk ratio, for example, the probability that the 
drug increases the risk of death.

If our prior opinion about the risk ratio is vague (we consider a wide range of values to be equally likely) then the results of a Frequentist 
analysis are similar to the results of a Bayesian analysis; both are based on what statisticians call the likelihood for the data: 

• The 95% confidence interval is the same as the 95% credible interval, except that the latter has the meaning often incorrectly ascribed 
to a confidence interval.

• The (one-sided) P value is the same as the Bayesian posterior probability that the drug increases the risk of death (assuming that we 
found a protective effect of the drug).

The two approaches, however, will give different results if our prior opinion is not vague, relative to the amount of information 
contained in the data.
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STATISTICAL TESTS AND MODELS

Interval Data

Parametric statistics are the usual choice in the analysis of interval 
data, both discrete and continuous. The purpose of such analy-
sis is to test the hypothesis of a difference between population 
means. The population means are unknown and are estimated by 
the sample means. A typical example would be the comparison 
of the mean heart rates of patients receiving and not receiving 
atropine. Parametric test statistics have been developed by using 
the properties of the normal probability distribution and two 
related probability distributions, the t and the F distributions. In 
using such parametric methods, the assumption is made that the 
sample or samples is/are drawn from population(s) with a normal 
distribution. The parametric test statistics that have been created 
for interval data all have the form of a ratio. In general terms, 
the numerator of this ratio is the variability of the means of the 
samples; the denominator of this ratio is the variability among all 
the members of the samples. These variabilities are similar to the 
variances developed for descriptive statistics. The test statistic is 
thus a ratio of variabilities or variances. All parametric test statis-
tics are used in the same fashion; if the test statistic ratio becomes 
large, the null hypothesis of no difference is rejected. The critical 
values against which to compare the test statistic are taken from 
tables of the three relevant probability distributions (normal, t, 
or F). In hypothesis testing at least one of the population means 
is unknown, but the population variance(s) may or may not 
be known. Parametric statistics can be divided into two groups 
according to whether or not the population variances are known. 
If the population variance is known, the test statistic used is called 
the z score; critical values are obtained from the normal distribu-
tion. In most biomedical applications, the population variance is 
rarely known and the z score is little used.

Confidence Intervals

The other major areas of statistical inference are the estimation 
of parameters with associated conidence intervals (CIs). In sta-
tistics, a CI is an interval estimate of a population parameter. A 
CI describes how likely it is that the population parameter is esti-
mated by any particular sample statistic such as the mean. (The 
technical deinition of the CI of the mean is more rigorous. A 95% 
CI implies that if the experiment were done over and over again, 
95 of each 100 CIs would be expected to contain the true value 
of the mean.) CIs are a range of the following form: Summary 
statistic ± (conidence factor) × (precision factor).

The precision factor is derived from the sample itself, whereas the 
conidence factor is taken from a probability distribution and also 
depends on the speciied conidence level chosen. For a sample of 
interval data taken from a normally distributed population for which 
CIs are to be chosen for x , the precision factor is called the stan-
dard error of the mean and is obtained by dividing SD by the square 

root of the sample size or SE
SD

( ) ( )= = − −
=∑

n
x x n nii

n 2

1
1/ .

The conidence factors are the same as those used for the dis-
persion or spread of the sample and are obtained from the nor-
mal distribution. The CIs for conidence factors 1, 2, and 3 have 
roughly a 68%, 95%, and 99% chance of containing the popula-
tion mean. Strictly speaking, when the SD must be estimated from 
sample values, the conidence factors should be taken from the t 
distribution, another probability distribution. These coeficients 
will be larger than those used previously. This is usually ignored if 

the sample size is reasonable; for example, n > 25. Even when the 
sample size is only 5 or greater, the use of the coeficients 1, 2, and 
3 is simple and suficiently accurate for quick mental calculations 
of CIs on parameter estimates.

Almost all research reports include the use of SE, regardless 
of the probability distribution of the populations sampled. This 
use is a consequence of the central limit theorem, one of the most 
remarkable theorems in all of mathematics. The central limit 
theorem states that the SE can always be used, if the sample size is 
suficiently large, to specify CIs around the sample mean. These 
CIs are calculated as previously described. This is true even if 
the population distribution is so different from normal that SD 
cannot be used to characterize the dispersion of the population 
members. Only rough guidelines can be given for the necessary 
sample size; for interval data, 25 and above is large enough and 4 
and below is too small.

Although the SE is often discussed along with other descriptive 
statistics, it is really an inferential statistic. SE and SD are usually 
mentioned together because of their similarities of computation, 
but there is often confusion about their use in research reports in 
the form “mean ± number.” Some confusion results from the fail-
ure of the author to specify whether the number after the ± sign is 
the one or the other. More importantly, the choice between using 
SD and using SE has become controversial. Because SE is always 
less than SD, it has been argued that authors seek to deceive by 
using SE to make the data look better than they really are. The 
choice is actually simple. When describing the spread, scatter, or 
dispersion of the sample, use SD; when describing the precision 
with which the population mean is known, use SE.

t Test

An important advance in statistical inference came early in the 
twentieth century with the creation of Student’s t test statistic and 
the t distribution, which allowed the testing of hypotheses when 
the population variance is not known. The most common use of 
Student’s t test is to compare the mean values of two populations. 
There are two types of t test. If each subject has two measure-
ments taken, for example, one before (xi) and one after (yi) a drug, 
then a one-sample or paired t test procedure is used; each control 
measurement taken before drug administration is paired with a 
measurement in the same patient after drug administration. Of 
course, this is a self-control experiment. This pairing of measure-
ments in the same patient reduces variability and increases sta-
tistical power. The difference di = xi – yi of each pair of values is 
calculated and the average d  is calculated. In the formula for Stu-
dent’s t statistic, the numerator is d , whereas the denominator is 

the SE of d denoted (SE )d so the test statistic is t
d

d

=
SE

.

All t statistics are created in this way; the numerator is the dif-
ference of two means, whereas the denominator is the SE of the 
two means. If the difference between the two means is large com-
pared with their variability, then the null hypothesis of no differ-
ence is rejected. The critical values for the t statistic are taken from 
the t probability distribution. The t distribution is symmetric and 
bell-shaped but more spread out than the normal distribution. 
The t distribution has a single integer parameter; for a paired t test, 
the value of this single degree of freedom is the sample size minus  
one. There can be some confusion about the use of the letter t. It 
refers both to the value of the test statistic calculated by the formula 
and to the critical value from the theoretical probability distribu-
tion. The critical t value is determined by looking in a t table after a 
signiicance level is chosen and the degree of freedom is computed.

More commonly, measurements are taken on two separate 
groups of subjects. For example, one group receives blood pressure 
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treatment with sample values xi, whereas no treatment is given to 
a control group with sample values yi. The number of subjects in 
each group might or might not be identical; regardless of this, in 
no sense is an individual measurement in the irst group matched 
or paired with a speciic measurement in the second group. An 
unpaired or two-sample t test is used to compare the means of the 
two groups. The numerator of the t statistic is x y− .  The denom-
inator is a weighted average of the SDs of each sample so that the 

test statistic t is t
x y

n n

n s n s

n nx y

x x y y

x y

=
−

+
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The degree of freedom for an unpaired t test is calculated as the 
sum of the subjects of the two groups minus two. As with the paired 
t test, if the t ratio becomes large, the null hypothesis is rejected.

Analysis of Variance

Experiments in anesthesia, whether they are with humans or with 
animals, may not be limited to one or two groups of data for each 
variable. It is very common to follow a variable longitudinally; 
heart rate, for example, might be measured ive times before 
and during anesthetic induction. These are also called repeated 
measurement experiments; the experimenter will wish to compare 
changes between the initial heart rate measurement and those 
obtained during induction. The experimental design might also 
include several groups receiving different induction drugs; for 
example, comparing heart rate across groups immediately after 
laryngoscopy. Researchers have mistakenly handled these analysis 
problems with just the t test. If heart rate is collected ive times, 
these collection times could be labeled A, B, C, D, and E. Then A 
could be compared with B, C, D, and E; B could be compared with 
C, D, and E; and so forth. The total of possible pairings is 10; thus, 
10 paired t tests could be calculated for all the possible pairings of 
A, B, C, D, and E. A similar approach can be used for comparing 
more than two groups for unpaired data.

The use of t tests in this fashion is inappropriate. In testing 
a statistical hypothesis, the experimenter sets the level of type I 
error; this is usually chosen to be 0.05. When using many t tests, as 
in the example given earlier, the chosen error rate for performing 
all these t tests is much higher than 0.05, even though the type I 
error is set at 0.05 for each individual comparison. In fact, the type 
I error rate for all t tests simultaneously, that is, the chance of ind-
ing at least one of the multiple t test statistics signiicant merely by 
chance, is given by the formula α = 1 – 0.95κ. If 13 t tests are per-
formed (κ = 13), the real error rate is 49%. Applying t tests over 
and over again to all the possible pairings of a variable will mis-
leadingly identify statistical signiicance when in fact there is none.

The most versatile approach for handling comparisons of 
means between more than two groups or between several mea-
surements in the same group is called analysis of variance and is 
frequently cited by the acronym ANOVA. Analysis of variance 
consists of rules for creating test statistics on means when there 
are more than two groups. These test statistics are called F ratios, 
after Ronald Fisher; the critical values for the F test statistic are 
taken from the F probability distribution that Fisher derived.

Suppose that data for three groups are obtained. What can 
be said about the mean values of the three target populations? 
The F test is actually asking several questions simultaneously: Is 
group 1 different from group 2; is group 2 different from group 
3; and is group 1 different from group 3? As with the t test, the 
F test statistic is a ratio; in general terms, the numerator expresses 
the variability of the mean values of the three groups, whereas 
the denominator expresses the average variability or difference of 

each sample value from the mean of all sample values. The for-
mulas to create the test statistic are computationally elegant but 
are rather hard to appreciate intuitively. The F statistic has two 
degrees of freedom, denoted m and n; the value of m is a func-
tion of the number of experimental groups; the value for n is a 
function of the number of subjects in all experimental groups. 
The analysis of multigroup data is not necessarily inished after 
the ANOVAs are calculated. If the null hypothesis is rejected and 
it is accepted that there are differences among the groups tested, 
how can it be decided where the differences are? A variety of tech-
niques are available to make what are called multiple comparisons 
after the ANOVA test is performed.

Robustness and Nonparametric Tests

Most statistical tests depend on certain assumptions about the 
nature of the distribution of values in the underlying populations 
from which experimental samples are taken. For the parametric 
statistics, that is, t tests and ANOVA, it is assumed that the popu-
lations follow the normal distribution. However, for some data, 
experience or historical reasons suggests that these assumptions 
of a normal distribution do not hold; some examples include 
proportions, percentages, and response times. What should the 
experimenter do if he or she fears that the data are not normally 
distributed?

The experimenter might choose to ignore the problem of non-
normal data and inhomogeneity of variance, hoping that every-
thing will work out. Such insouciance is actually a very practical 
and reasonable approach to the problem. Parametric statistics are 
called robust statistics; they stand up to much adversity. To a stat-
istician, robustness implies that the magnitude of type I errors is 
not seriously affected by ill-conditioned data. Parametric statis-
tics are suficiently robust that the accuracy of decisions reached 
by means of t tests and ANOVA remains very credible, even for 
moderately severe departures from the assumptions.

Another possibility would be to use statistics that do not 
require any assumptions about probability distributions of the 
populations. Such statistics are known as nonparametric tests; 
they can be used whenever there is very serious concern about 
the shape of the data. Nonparametric statistics are also the tests of 
choice for ordinal data. The basic concept behind nonparametric 
statistics is the ability to rank or order the observations; nonpara-
metric tests are also called order statistics.

Most nonparametric statistics still require the use of theo-
retical probability distributions; the critical values that must be 
exceeded by the test statistic are taken from the binomial, normal, 
and chi-square distributions, depending on the nonparametric 
test being used. The nonparametric sign test, Mann–Whitney rank 
sum test, and Kruskal–Wallis one-way ANOVA are analogous to 
the paired t test, unpaired t test, and one-way ANOVA, respec-
tively. The currently available nonparametric tests are not used 
more commonly because they do not adapt well to complex sta-
tistical models and because they are less able than parametric tests 
to distinguish between the null and alternative hypotheses if the 
data are, in fact, normally distributed.

Binary Variables

Confidence Intervals on Proportions

Categorical binary data, also called enumeration data, provide 
counts of subject responses. Given a sample of subjects of whom 
some have a certain characteristic (e.g., death, female sex), a ratio 
of responders to the number of subjects can be easily calculated as 
p = x/n; this ratio or rate can be expressed as a decimal fraction or 
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as a percentage. It should be clear that this is a measure of central 
location of binary data. In the population from which the sample 
is taken, the ratio of responders to total subjects is a population 
parameter, denoted π. (This is not related to the geometry con-
stant π = 3.14159….) The sample proportion p is the estimator 
(π̂ ) of the population proportion π. As with other data types, π is 
usually not known, but must be estimated from the sample. The 
sample ratio p is the best estimate of π.

Since the population is not generally known, the experimenter 
usually wishes to estimate π by the sample ratio p and to specify 
with what precision π is known. If the sample is suficiently large 
(n × p ≥ 5; n × (1 – p) ≥ 5), advantage is taken of the central limit 
theorem to derive an SE analogous to that derived for interval 

data: SE =
× −p p

n

( )
.

1
This sample SE is exactly analogous to 

the sample SE of the mean for interval data, except that it is an SE 
of the proportion. Just as a 95% CI of the mean was calculated, so 
may a CI on the proportion may be obtained. Larger samples will 
make the CI more precise.

If nothing goes wrong, is everything all right? This question 
was proposed by Henley and Lippman-Hand to discuss the inter-
pretations of zero numerators using the 3 over n rule.13 Consider 
an observational study that reports no morbidity in 167 patients 
receiving a new intravenous anesthetic. Is there really no risk? 
While the best estimate of the population parameter π is 0/167 
or 0%, an upper bound on the 95% CI is relevant to consider 
how high the rate of adverse events might be. As the probabil-
ity of binary data is provided by the binomial probability distribu-
tion function, this upper bound may be derived from 1 0 05 1− ( ). / n  
where n is the denominator; for n > 30, this is well approximated 
by 3/n = 3/167 ≈ 1.8%.

The zero numerator example can be used to illustrate a differ-
ence between a Bayesian and a Frequentist approach. If there is 
no prior information (Bayes–Laplace beta probability distribution 
function), the upper bound is 3/(n + 1) = 3/168 ≈ 1.8%; the Bayes-
ian equivalent of a CI is called a Credible Interval (CI).14 As the 
sample size increases, 3/n and 3/(n + 1) become closer and closer. 
By contrast, when there is prior information Bayesian inference will 
provide a more informative CI than a Frequentist approach. Sup-
pose a prior study with the same new anesthetic had found 15 mor-
bid events in 10,000 (0.15%) patients. Then with the new data the 
estimate of the population rate of morbidity is 0.12% (upper bound 
95% CI = 0.36%).14 Using prior information and the new data of 
0 events in 167 patients, the population rate estimate has been 
reduced from 0.15% to 0.12% and the upper bound of the 95% 
CI is much lower (0.36% vs. 1.8%) than by Frequentist estimation.

Hypothesis Testing

In the experiment negating the value of mammary artery ligation, 
ive of eight patients (62.5%) having ligation showed beneit while 
ive of nine patients (55.6%) having sham surgery also had beneit.1 
Is this difference real? This experiment sampled patients from 
two populations—those having the real procedure and those hav-
ing the sham procedure. A variety of statistical techniques allow 
a comparison of the success rate. These include Fisher’s exact 
test and (Pearson’s) chi-square test. The chi-square test offers the 
advantage of being computationally simpler; it can also analyze 
contingency tables with more than two rows and two columns; 
however, certain assumptions of sample size and response rate are 
not achieved by this experiment. Fisher’s exact test fails to reject 
the null hypothesis for these data.

The results of such experiments are often presented as rate 
ratios. The rate of improvement for the experimental group 

(5/8 = 62.5%) is divided by the rate of improvement for the 
control group (5/9 = 55.6%). A rate ratio of 1.00 (100%) fails to 
show a difference of beneit or harm between the two groups. 
In this example the rate ratio is 1.125. Thus, the experimental 
group had a 12.5% greater chance of improvement compared 
with the control group. A CI can be calculated for the rate ratio; 
in this example it is (0.40, 3.13), thus widely spread to either 
side of the rate ratio of no difference. (If such experiment were 
performed now, the sample size would be much larger to have 
adequate statistical power.)

Linear and Logistic Regression

Simple Linear Regression

Often a goal of an experiment is to ind relationships between two 
variables so that in new patients the prediction of the value of one 
characteristic may be made by knowledge of another characteris-
tic. The most commonly used technique for this purpose is linear 
regression analysis. Experiments for this purpose collect data pairs 
(xi, yi); these data pairs may be captured in either clinical trials 
or observational studies. The y variable is called the dependent 
or response variable while the x variable is denoted the indepen-
dent or explanatory variable. These data should be displayed in a 
scatter plot; in the simplest type, a straight line (linear relation-
ship) is assumed between two variables; the y variable is consid-
ered a function of the x variable. This is expressed as the linear 
regression equation y = a + bx; the parameters of the regression 
equation are a and b. The parameter b is the slope of the straight 
line relating x and y; for each 1 unit change in x, there are b unit 
changes in y. The parameter a is the intercept (value of y when x 
equals 0). Estimates of the parameters are obtained from a least 
squares method that sets the slope b value to minimize the sum 
of the vertical distances from the data pairs to the regression 
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interest in regression is usually the slope, especially whether the 
slope is nonzero; a zero-valued slope implies that x and y are not 
linearly related. A t test statistic is used to check the statistical sig-
niicance of the slope.

While there is the additional assumption of bivariate normal-
ity (both x and y normally distributed), the same (xi, yi) data pairs 
are usually subjected to correlation analysis. The correlation coef-
icient r is a measure of the linear covariation of x and y; r ranges 
from –1 to 1. There is no linear correlation between x and y if r is 

zero valued. It is estimated by r
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The test of the statistical signiicance of r is equivalent to the test 
for the signiicance of the regression slope b. The squared value of 
r known as the coeficient of determination (r2) varies between 0 
and 1 and is sometimes expressed as a percentage. The coeficient 
of determination has a very useful interpretation: The fraction of 
the variation of y explained by the variation of x.

As a hypothetical example, suppose that age and a plasma 
biomarker of physical maturity are collected in 11 children. The  
(xi, yi) values recorded are (10, 8.04), (8, 6.95), (13, 7.58), (9, 8.81), 
(11, 8.33), (14, 9.96), (6, 7.24), (4, 4.26), (12, 10.84), (7, 4.82), and 
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(5, 5.68). Neither an inspection of these values nor of the sum-
mary statistics ( )x y= =9 00 7 50. , .  permit the reader to detect 
any relationship. The calculation of the coeficient of determina-
tion (r2 = 0.67) does allow the inference that 67% of the variation 
in the biomarker is explained by the variation in age.

A researcher or reader should not be satisied to see only the 
statistical results of regression and correlation. The statistician 
Anscombe created four hypothetical data sets to illustrate the 
importance of visual inspection of data.15 Each data set has 11 
paired (xi, yi) observations (Fig. 9-1). The hypothetical example 
given above is displayed in the upper left quadrant; a linear rela-
tionship is displayed. For the data in the upper right quadrant, the 
relationship between x and y is curvilinear (quadratic). For the 
lower right quadrant, there is no relationship between x and y; with 
one exception all data pairs have the same x value. For the lower 
left quadrant, there is a near perfect correlation between x and y 
except for one data pair with a much higher y value. Nevertheless, 
all summary statistics, regression, and correlation values of the 
four data sets including means, SDs, slopes, intercepts, standard 
errors of regression parameters, statistical signiicance of regres-
sion parameters, and correlation coeficients are equal. There are 
clearly four different patterns that can only be detected by visual 
inspection. Even this simplest form of regression and correlation 
analysis is based on the strong assumption of an underlying linear 
relationship between x and y; failure of that assumption leads to 
erroneous statistical inference. Using just the summary, regres-
sion, and correlation statistics, the four data sets would have been 
thought to have very similar/identical underlying relationships.

Multivariable Linear Regression

Regression methods can be extended to data sets in which one 
response variable is thought to be linearly related to many explan-

1

atory variables. This regression includes methods for choosing 
which of the explanatory variables have a statistically signiicant 
(i.e., nonzero) regression slope. Multivariable linear regression is 
the creation of a model relating some continuous response such as 
heart rate to k explanatory variables; these are also called covari-
ates. This regression starts with data from n patients of the form 
(yi, xi,1, xi,2, …, xi,k) where the subscript i denotes the ith patient, 
yi is the response in the ith patient, xi is the value of a covariate 
in the ith patient, and the second subscript of xi denotes the 1 to 
k covariates. The linear model equation for the ith individual is 

µ β β β β βi i i k i k j i j

j

k

x x x x= + + + + =
=

∑0 1 1 2 2

1

, , , , .L

The βjs are the unknown coeficients (parameters) of the model 
that will be estimated from the observed data. For the ith indi-
vidual, the expected value of the model, µi, is the linear sum of 
each covariate value multiplied by its coeficient. The difference 
between the observed (yi) and expected values (µi) relects bio-
logic variability, measurement error, and so forth.

Univariable and Multivariable  
Logistic Regression

If the response variable is binary (alive/dead, complication/no 
complication), linear regression has been extended; thus, the 
typically sigmoidally shaped regression of a binary outcome (e.g., 
movement) versus anesthetic dose. There are multiple methods for 
regression of binary outcomes, the most common being logistic 
regression. The most commonly used format of the logistic method 
is the multivariable logistic regression model. The response variable 
yi denotes the value of the binary outcome in the ith individual and 
is generally coded as 0 or 1 representing the absence or presence 
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FIGURE 9-1. Four scatter plots from the Anscombe 
data sets. For each data set, n = 11, x− = 9.00, SDx = 
3.31, y− = 7.50,  SDy = 2.03, y = 3.00 + 0.50x, SEa = 
1.12, SEb = 0.12, r2 = 0.67, and so forth. All statistics 
are equal up to the fourth decimal place.
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of an event (e.g., day-of-surgery mortality). Letting π represent
the probability that the response variable has value 1, then the

logit transformation, log of the odds ratio ln
1

=
−







π

π
,  allows π 

to be expressed as the linear combination of the covariates:

ln
π

π
β β β β βi

i
i i k i k jx x x
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= + + + + =, , ,L xxi j

j

k

, .
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∑
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The logit transformation is the link function relating the the 
sum of the covariates to the probability of the binary outcome.

Multivariable regression is used to control for confounding. 
Confounding occurs when the apparent association between a 
covariate and an outcome is affected by the relationship of a third 
variable to the covariate and to the outcome; the third variable 
is a confounder. As contrasted to sequentially regressing each 
covariate against the response variable, this is done by itting all 
explanatory variables simultaneously.16 For example in exploring 
the relationship between tobacco and myocardial infarction, male 
sex, poverty, and sedentary lifestyle could be confounders because 
they are associated with both smoking and coronary heart disease.

Each year thousands of reports are published in the medi-
cal literature using stepwise, multivariable logistic regression on 
observational data to identify “independent” predictors for vari-
ous clinical outcomes.17 In the anesthesia literature PONV has 
been a very common topic for such statistical modeling.18–21 
 Stepwise, multivariable logistic regression is an automatic pro-
cedure where there are a large number of potential explanatory  
variables and no underlying theory on which to base the selection 
of prediction model risk factors.22 Once these prediction mod-
els have been created, there is a framework for assessing their 
performance.23–25 Great skepticism should be shown for most of 
these prognostic models, especially those concerning mortality, as 
they usually have not been validated, have modest accuracy, and 
do not have documented clinical utility.26,27

Propensity Score Matching and Analysis

Another approach for providing estimation of treatment effect in 
nonrandomized studies (NRSs) is the methodology of propensity 
score matching. This use of NRS data is intended to investigate 
the effect of treatment X on a speciied dichotomous outcome Y; 
the good outcome can be denoted Y +, for example survival, with 
Y − being the opposite. It is usually the case that one or more base-
line prognostic covariates (confounders C1, C2, . . . , Ck) may be 
imbalanced between the patients that did (X +) and did not (X −) 
receive the treatment of interest. The favorable outcome, condi-
tional on receiving treatment X +, is denoted Y +|X + with Y +|X − 
being a favorable outcome in those not receiving the treatment. 
Any difference between interventions on the outcome Y may be 
a consequence of the confounders inluencing both the treatment 
and the outcome; a failure to observe a difference in outcome  
may also be a consequence of confounding. As an example, pul-
monary artery catheterization (PAC) in the care of the critically 
ill was adopted about 40 years ago and widely disseminated with-
out rigorous evaluation. The enthusiasm of intensivists for such 
monitoring even forced the cessation of an RCT comparing care  
with and without PACs because of the unwillingness of physicians 
to allow patient participation in the study.28 Using data of 5,735 
critically ill patients, Connors et al. reported lower 6-month sur-
vival in the 2,184 patients with PACs (Y +|X + = 46.3% vs. Y +|X − = 
53.7%), but far more X + patients had multiorgan system failure 
(MOSF: 57% vs. 35%) at the time of PAC placement; there were 
other imbalances of initial covariates.29 Was the higher mortality 

attributable to the use of PACs or to a greater severity of illness? 
Using propensity matching, Connors created a pair of subsets 
(1,008 patients vs. 1,008 patients) with similar proportions of 
prognostic factors in both groups (e.g., MOSF: 34%); 6-month 
survival was still lower (Y +|X + = 46.0% vs. Y +|X − = 51.2%).

Propensity score matching is a statistical technique within the 
general concept of matching. If only one prognostic factor was 
important, for example, sex, then a pair of matched subsets could 
be created easily by repeatedly and randomly placing one man 
and one woman into each subset—matching the groups just by 
sex. However, there is usually a great deal of baseline information  
about patients observed in an NRS; Connors had details for 
about 40+ baseline covariates.29 In addition, it is often not evident 
which baseline characteristics are predictive of outcome. Creat-
ing matched groups by simple matching is not generally possible 
using more than a very few covariates.

The propensity score is deined as a subject’s probability of 
receiving a speciic treatment conditional on the many baseline 
covariates. The propensity score is usually estimated by multi-
variable logistic regression. In contrast to the attempt to create 
parsimonious model with a few independent predictors of out-
come by logistic regression modeling of NRS data, all available 
covariates are left in the model for a propensity score whether 
or not they are statistically signiicant. These covariates must be 
restricted to those that are known prior to the intervention. In 
the study by Connors, the presence/absence of MOSF on hospital 
admission should be included in propensity score; MOSF devel-
oping a week later should not.

For each patient in the data set, the z score obtained from the 
sum of each covariate times its regression coeficient is calculated:

z C C C Ci i k i k j i j

j

k

= + + + + =
=

∑β β β β β0 1 1 2 2

1
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Taking the anti-logit of the z score p
e z

=
+





−

1

1
 yields the

probability that a patient with those covariate values received 
the intervention. Of course, it is in fact known whether or not 
a patient received the intervention. Propensity-matched subsets 
of patients are created by randomly choosing and matching one 
patient receiving the intervention to one patient not receiving the 
intervention with the same probability from the z score; usually 
the propensity probabilities (scores) are matched to the third or 
greater decimal place. The success of propensity score matching in 
balancing many covariates was well displayed in an observational 
comparison of epidural anesthesia for intermediate- to high-risk  
noncardiac surgery by Wijeysundera et al.30 As graphed by Gayat 
et al. (Fig. 9-2), 45 baseline characteristics of two matched sub-
sets of about 44,000 patients each became extremely well bal-
anced.31 In the original data set, an arterial line was used in 
59% versus 33%; after balancing, an arterial line was used in 48% 
for both. The total patients in the two matched subsets will always 
be less than the total count of patients in the NRS data set; some 
patients cannot be matched. Simple paired statistics are used to 
compare the outcomes of the two subsets.

Propensity score methods are being used in NRSs to reduce 
the effect of selection bias in estimating causal treatment effects. 
Besides propensity score matching, the effect of selection bias 
can also be reduced by using propensity scores for stratiication, 
regression adjustment, and weighting. It is now routine to see 
NRS using propensity analysis in the intensive care and anesthe-
sia literature—most commonly using matching.31 A propensity 
score matching analysis should include (1) details of propensity 
score building; (2) matching method; and (3) demonstration  
of covariate balancing by tabular or graphical display.31 The 
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propensity score can reduce bias due to observed covariates. But 
propensity score methods cannot replace the RCT since random-
ization minimizes covariate imbalance between treatment groups 
for observed, unobserved, and unobservable covariates.

Systematic Reviews and Meta-analyses

It is over 20 years since the irst systematic review (SR) with an 
accompanying meta-analysis (MA) was published in an anesthe-
sia journal32 and reports using these research methods are now 
commonplace in anesthesia journals.33–37 The focused ques-
tion of an SR of interventions can be subsumed by the acronym 
PICO: P = Population, I = Intervention, C = Comparison, and 

7

O = Outcome. As an example, in the Cochrane Library SR Pul-
monary Artery Catheters for Adult Patients in Intensive Care the 
population of interest were adults receiving intensive care; the 
intervention was the use of pulmonary artery catheters; the 
comparison was the nonuse of pulmonary artery catheters; and 
the outcome was hospital mortality.38 The structured title of an 
SR usually contains most of the PICO elements: Transient Neu-
rologic Symptoms (TNS) [Outcome] following Spinal Anaesthesia 
with Lidocaine [Intervention] versus Other Local Anaesthetics 
[Comparison].39

Data are obtained from controlled trials (usually random-
ized) already in the medical literature rather than from newly 
conducted clinical trials; the basic unit of analysis of this obser-
vational research is the published study. A structured protocol  
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FIGURE 9-2. Graphical representation of 45 baseline covariates before and after propensity score matching using data from: 
Wijeysundera DN, Beattie WS, Austin PC, et al. Epidural anaesthesia and survival after intermediate-to-high risk non-cardiac sur-
gery: A population-based cohort study. Lancet. 2008;372:562–569. The standardized difference for each covariate is the average 
difference between groups divided by the average standard deviation of the two groups. The standardized difference increases 
directly with increasing imbalance between groups. With propensity score matching, the standardized difference is close to zero for 
all covariates. With kind permission from Springer Science+Business Media: Gayat E, Pirracchio R, Resche-Rigon M, et al. Propensity 
scores in intensive care and anaesthesiology literature: A systematic review. Intensive Care Med. 2010;36:1997, figure 2. 
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is followed that includes in part (1) choice of study inclusion/
exclusion criteria, (2) explicitly deined literature searching, (3) 
abstraction of data from included studies, (4) appraisal of risk bias 
within each study, (5) systematic pooling of data, and (6) discus-
sion of inferences. This structured protocol is intended to mini-
mize bias. Even RCTs may have sources of bias such as (1) selec-
tion bias: Systematic differences between the patients receiving 
each intervention; (2) performance bias: Systematic differences 
in care being given to study patients other than the preplanned 
interventions being evaluated; (3) attrition bias: Systematic differ-
ences in the withdrawal of patients from each of the two interven-
tion groups; and (4) detection bias: Systematic differences in the 
ascertainment and recording of outcomes. The main focus of bias 
detection in the trials incorporated into an SR is (1) the random-
ization process, (2) the concealment of random allocation, (3) the 
use of blinding, and (4) the reporting/analysis of dropouts.

Binary outcomes (yes/no, alive/dead, presence/absence) within 
a study are usually compared by the relative risk (RR) or odds ratio 
(OR) statistic. The RR, OR, and mean difference of continuous 
variables are each an effect size of the intervention. If there is suf-
icient clinical similarity among the included studies, a summary 
value of the overall effect size of the intervention versus compari-
son treatments is estimated by MA. MA is a set of statistical tech-
niques for combining results from different studies. The results of 
an MA are usually present in a igure called a Forest plot (Fig. 9-3). 
The far left column identiies the included studies; the center left 
columns display the observed data. The center right columns list 
the RRs with 95% CIs for the individual studies and the summary 
statistics. The horizontal lines and diamond shapes in the igures 
of the far right column are graphical representations of individual 
study RR and summary RR, respectively. There are also descrip-
tive and inferential statistics concerning the statistical heterogene-
ity of the MA and the signiicance of the summary statistics.

An examination of Figure 9-3 shows that 11 of 15 individual 
comparisons had wide, nonsigniicant CIs that touch or cross 
the RR of identity (RR = 1). However, the overall consistency of 
effect is easily seen with lidocaine being favored in only one study. 
The RR calculated from all studies was 7.31 with a 95% CI [4.16, 
12.86]. The power of summary statistics to combine evidence is 
clear. About every seventh patient (92/637) who had a lidocaine 
spinal block had TNS; this risk of TNS was about seven times 
higher compared to other local anesthetics.39

The production of SRs comes from several sources. Many come 
from the individual initiative of researchers who publish their 
results as stand-alone reports in the journals of medicine and anes-
thesia. The American Society of Anesthesiologists has developed a 
process for the creation of practice parameters that includes among 
other things a variant form of SRs. The most prominent proponent 
of SRs is the Cochrane Collaboration, Oxford, United Kingdom. 
“The Cochrane Collaboration, established in 1993, is an interna-
tional network of more than 28,000 dedicated people from over 100 
countries. We work together to help health care providers, policy-
makers, patients, their advocates and carers, make well-informed 
decisions about health care, based on the best available research 
evidence, by preparing, updating and promoting the accessibil-
ity of Cochrane Reviews—over 4,600 so far, published online in 
The Cochrane Library.”a The Cochrane Collaboration has exten-
sive documentation, tutorials, and software available electronically 
explaining the techniques of SRs and MA. There are more than 50 
collaborative review groups with the Cochrane Collaboration that 
provide the editorial control and supervision of SRs; one of these, 
located in Copenhagen, is “…. responsible for producing and  

regularly updating reviews of interventions in the areas of anaes-
thesia, perioperative medicine, intensive care medicine, prehospital 
medicine, resuscitation, and emergency medicine”b.40

There is a continuing expansion in the resources giving guid-
ance in methodology.41–44 Much of the improvement has been 
driven by epidemiologists and statisticians associated with the 
Cochrane Collaboration. Researchers publishing SRs have often 
adopted Cochrane methods and used Cochrane software. An 
important distinction between Cochrane and non-Cochrane SRs 
is an obligation by the authors to maintain and update Cochrane 
SRs periodically as new research reports become available; an SR 
is provisional, an update with new evidence always being possible. 
It has been noted that the initial estimates of beneit—the effect 
size—are generally inlated when compared to the effect size esti-
mated when the SR is later updated.45 Standards for the reporting 
of the clinical trials and observational studies and for the SR and 
MA techniques include (1) the 2010 CONSORT (Consolidated 
Standards of Reporting Trials) statement46,47; (2) the STROBE 
(Strengthening the Reporting of Observational Studies in Epi-
demiology) statement48,49; (3) the PRISMA (Preferred Reporting 
Items for Systematic reviews and Meta-Analyses) statement50,51; 
and (4) the MOOSE (Meta-analysis of Observational Studies in 
Epidemiology) statement.52

Interpretation of Results

Scientiic studies do not end with the statistical test. The experi-
menter must submit an opinion as to the generalizability of his or 
her work to the rest of the world. Even if there is a statistically sig-
niicant difference, the experimenter must decide if this difference 
is medically or physiologically important. Statistical signiicance 
does not always equate with biologic relevance. The questions an 
experimenter should ask about the interpretation of results are 
highly dependent on the speciics of the experiment. First, even 
small, clinically unimportant differences between groups can be 
detected if the sample size is suficiently large. On the other hand, 
if the sample size is small, one must always worry that identiied 
or unidentiied confounding variables may explain any differ-
ence; as the sample size decreases, randomization is less success-
ful in assuring homogenous groups. Second, if the experimental 
groups are given three or more doses of a drug, do the results 
suggest a steadily increasing or decreasing dose–response rela-
tionship? Suppose the observed effect for an intermediate dose 
is either much higher or much lower than that for both the high-
est and lowest doses; a dose–response relationship may exist, but 
some skepticism about the experimental methods is warranted. 
Third, for clinical studies comparing different drugs, devices, and 
operations on patient outcome, are the patients, clinical care, and 
studied therapies suficiently similar to those provided at other 
locations to be of interest to a wide group of practitioners? This 
is the distinction between eficacy (does it work under the best 
(research) circumstances?) and effectiveness (does it work under 
the typical circumstances of routine clinical care?).

Finally, in comparing alternative therapies, the conidence that 
a claim for a superior therapy is true depends on the study design. 
The strength of the evidence concerning eficacy will be least for 
an anecdotal case report; next in importance will be a retrospec-
tive study, then a prospective series of patients compared with his-
torical controls, and inally a randomized, controlled clinical trial. 
The greatest strength for a therapeutic claim is a series of random-
ized, controlled clinical trials conirming the same hypothesis.

aSee http://www.cochrane.org/about-us bSee http://carg.cochrane.org/scope-our-work

http://www.cochrane.org/about-us
http://carg.cochrane.org/scope-our-work
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FIGURE 9-3. A Forest plot illustrates the relative strength of treatment effect across multiple studies. The point estimate for each study is repre-
sented by a square with 95% CIs represented by horizontal lines. In a Forest plot of RRs or ORs, the x-axis of the graph is on a logarithmic scale so 
that CIs are symmetrical about the point estimate. The vertical line of no effect is at 1. The area of each square is proportional to the weight of that 
study in the summary RR. The summary RRs are diamonds whose lateral points indicate the 95% CI of the summary value. (This igure is reprinted 
with permission and is published within a Cochrane Review in the Cochrane Database of Systematic Reviews 2011, Issue 12. Cochrane Reviews are 
regularly updated as new evidence emerges and in response to comments and criticisms, and the Cochrane Database of Systematic Reviews should 
be consulted for the most recent version of the review. The source systematic review is: Zaric D, Pace NL. Transient neurologic symptoms (TNS) fol-
lowing spinal anaesthesia with lidocaine versus other local anaesthetics. Cochrane Database Syst Rev. 2009, Issue 2. Art.No.: CD003006. DOI: http://
dx.doi.org/10.1002/14651858.CD003006.pub3.)

http://dx.doi.org/10.1002/14651858.CD003006.pub3
http://dx.doi.org/10.1002/14651858.CD003006.pub3
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CONCLUSIONS

Statistical Resources

Accompanying the exponential growth of medical information 
since World War II has been the creation of a wealth of biosta-
tistical knowledge. Textbooks oriented toward medical statistics 
and with expositions of basic, intermediate, and advanced statis-
tics abound.53–58 There are new journals of biomedical statistics, 
including Trials, Statistics in Medicine, and Statistical Methods 
in Medical Research, whose audiences are both statisticians and 
biomedical researchers. Some medical journals, for example, the 
British Medical Journal, regularly publish expositions of both 
basic and newer advanced statistical methods. Extensive Internet 
resources including electronic textbooks of basic statistical meth-
ods, online statistical calculators, standard data sets, reviews of 
statistical software, and so on can be easily found. High-perfor-
mance statistical software is freely available from the R Founda-
tion for Statistical Computing, Vienna, Austria.c

Statistics and Anesthesia

One intent of this chapter is to present the basic scope of support 
that the discipline of statistics can provide to anesthesia research. 
Journals of anesthesia now include many newer methods that have 
not been described. To mention just four: (1) studies of the phar-
macokinetics and pharmacokinetics of a drug or a combination of 
drugs typically use linear mixed effects or generalized linear mixed 
effects models; (2) techniques of survival analysis are applied to 
hospital discharge times or postoperative morbidity/mortality  
outcomes; (3) methods of interim analysis or sequential trial 
design are used in RCTs to stop futile or dangerous treatments; 
and (4) the description and implications of diagnostic tests.

Although an intuitive understanding of certain basic prin-
ciples is emphasized, these basic principles are not necessar-
ily simple and have been developed by statisticians with great 
mathematical rigor. Academic anesthesia needs more workers 
to immerse themselves in these statistical fundamentals. Having 
done so, these statistically knowledgeable academic anesthesiolo-
gists will be prepared to improve their own research projects, to 
assist their colleagues in research, to eficiently seek consulta-
tion from the professional statistician, to strengthen the editorial 
review of journal articles, and to expound to the clinical reader 
the whys and wherefores of statistics. The clinical reader also 
needs to expend his or her own effort to acquire some basic statis-
tical skills. Journals are increasingly dificult to understand with-
out some basic statistical understanding. Some clinical problems 
can be best understood with a perspective based on probability. 
Finally, understanding principles of experimental design can pre-
vent premature acceptances of new therapies from faulty studies.
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